Introduction to the

BGP Best Path Selection Algorithm
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Decisions Made by BGP

When a BGP Update is receiving containing information about a new
prefix, some gquestions must be answered:

+ |s there anything about this update that would make this prefix
unreachable?

+ Does this prefix already exist in the BGP table?
The BGP best path selection algorithm provides a logical way to
answer both of these questions.
Remember, that when two or more entries to the same prefix reside
in the BGP table, BGP must always decide which is “best”.
Only the best prefix (and its related path attributes) is advertised to
BGP peers.
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A Useful Mnemonic

+ The BGP Best Path Selection Algorithm can be

remembered by memorizing a (somewhat strange
but) useful mnemonic:

+ NWLLA OMNI
+ Each character in NWLLA OMNI refers to a particular
BGP Path attribute used by the best path selection

algorithm as well as the correct order in which they
are compared.
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Overview of the BGP Best Path Algorithm

- The BGP best path algorithm takes following

initial steps to determine the best path:
@ N: Next-Hop, it should be reachable
O W: Weight, bigger value is preferred
® L: Local Preference, bigger is preferred
© L: Locally Originated Routes

More steps to follow, but first, we need to learn
about some more path attributes...
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BGP Weight




Weight

- Weight = Cisco proprietary Path Attribute
+ Like Administrative Distance, weight is a locally
significant value used to provide priority to different
values
+ Cannot be propagated
+ Configurable via Route-Maps or directly against a
“neighbor” statement

+ Higher value = More preferred
+ Default values:
v For learned routes = 0
v For Locally Originated routes = 32768

- Weight cannot be applied against dynamic BGP neighbors!!




Use-Case for BGP Weight

- When duplicate paths are learned from AS-2,
always choose BGP-X as “best path”.

BGPAS 1

Route-map Weight permit 10
set weight 1
1

Router bgp 1
neighbor BGP-X route-map Weight in

BGP AS 2

22.22.0.0/16

~

J
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When BGP Weight is not the best option

- When duplicate paths learned from AS-2, always
choose Red Path as the “best path”.

22.22.0.0/16

N BGP AS 2 j
ip as-path access-list 1 permit ~2_ = ip as-path access-list 1 permit #2_
! !
Route-map Weight permit 10 Route-map Weight permit 10
match ip as-path 1 match ip as-path 1
set weight 1 set weight 1
! ! -
Router bgp 1 Router bgp 1 MNE\
neighbor a.a.a.a route-map Weight in neighbor 1.1.1.2 route-map Weight in

® This topology assumes a full-mesh of iBGP.

® To use weight to meet this objective one would have to configure EVERY
router within AS-1.



Monitoring BGP Weight

m multipat
tional-p

Origin code
RPKI validatior

lete

R2#show ip bgp 166.66.66.0/24
BGP routing table entry for 166.66.66.8/24, version
Paths: (1 available, best #1, table default)
Advertised to update-gro
1 3
Refresh Epoch 4

2.6 from 22.6.22.6

in incompl t ocalpref 1688, valid, external, best
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BGP Local Preference




Local Preference

- Local Preference
+ Well-Known Discretionary
+ Non-Transitive Path Attribute
- Propagated to iBGP Neighbors only
- Configurable via Route-Maps or within global
BGP process

- Higher value = More preferred
+ Default value for learned routes = 100




Use-Case for BGP Local Preference

- When BGP-4 and BGP-b advertise duplicate
paths, always choose BGP-5 - BGP-Y as “best
path”.

22.22.0.0 /116

BGP AS 2

\

J

Route-map LocalPref permit 10
set local-preference 101

! Or... outer bgp 1
Router bgp 1 bgp default local-preference 101
neighbor BGP-Y route-map LocalPref in

YINE

® In this topology, all routers in AS1 have an iBGP full-mesh.

® All routers will select the iBGP route with the next-hop of 2.2.2.2 as the best-
path due to a higher local-preference.

® |t will be up to the IGP running in AS1 to determine the shortest path to reach
BGP-4.




Monitoring BGP Local-Preference

gp 166.66.66.0/24
table entry for 166.66.66.8/24, version 18
(1 available, best #1, table default)
Advertised to update-groups:
1 3
Refresh Epoch 4

: .6 £ )
ic 0, localpref 1686 weight 226, valid, external, best *

® Local Preference is only displayed as a non-zero number in the output of
“show ip bgp” when it was learned via an incoming iBGP Update.

® When Local-Preference is locally applied (by default or via some other
mechanism) it can be viewed when viewing a specific prefix in “show ip bgp
<prefix><mask>"
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Continuing with the

BGP Best Path Selection Algorithm

>




Overview of the BGP Best Path Algorithm

Q00

O A: AS_PATH length, smaller length is preferred

O o: Origin, Preferi>e>?

© M - MED, smaller is preferred

@ N - Neighbor type, prefer eBGP over iBGP

© | - IGP metric to next_hop, smaller value is preferred

| BGP multipath can now take affect (if configured) | /Yi'\—]E\




Overview of the BGP Best Path Algorithm

- When a route learned through BGP has multiple
paths to reach that destination, BGP goes through
the previous list of attributes comparing, them one
by one until one of the attributes is found to be
better through a certain path.




Overview of the BGP Best Path Algorithm

When BGP is unable to find a best path after
going through all steps, the following three

additional considerations are used as a tie breaker:
(D + Oldest (longest-known) eBGP route
+ Lowest neighbor BGP RID
8 + Prefer the path with the minimum cluster list length
@® -+ Lowest neighbor IP address

- Now if we reach a point that it's a dead tie on all path attributes up to THAT point,
then we go into final tie breaker steps.
- The oldest route, or one that’s oldest in the BGP table
- Then whoever has the lowest router id
- And finally the neighbor with the lowest IP address. Which they can’t
be the same, so this is the end all be all end to path selection
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Influencing eBGP Peers with

AS_Path Prepending




Default BGP Path Selection Example

ISP-A AS 2

Network-X

-
-4l 22.22.0.0 /16

ISP-X AS 1 Customer-Y AS 4 )

What path would Y1 select
as “Best” for Network-X??

7INE
ISP-B AS 3

® |Left to default values, router Y1 would simply prefer the very first eBGP
update it received (the “oldest”) announcing Network-X



Using AS_Path Prepending

+ AS_Path is a BGP attribute.

+ This is the default PA used by the best path algorithm to
determine the best path when no other PAs are modified.

+ The shortest length of AS_Path is preferred.
+ This attribute can be modified to influence inbound and

outbound traffic.
- With AS_Path prepending, the length of AS_Path PA can
be made longer for a path that is less preferred.
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Using AS_Path Prepending

- ldeally, the local AS number is prepended to the
current length of AS_Path PA.

- AS_Path prepending can be configured by using

the command set as-path prepend under a

route-map entry.
- This route-map can then be applied to a neighbor

using the command neighbor route-map
[in | out].




Prepending Configuration Example

In a production
environment, you
should ALWAYS
prepend with your
own ASN

neighbor 22.7.22.2 route-map Attribs out
I

route-map Attribs permit 10
match ip address 77

set as-path prepend 6688 123 4458 1001 3002 78009 65

sel community s
I

route-map Attribs permit 20
match ip address 78

set as-path prepend 111 55601 333 65

|
route-map Attribs permit 30

match ip address 1

set as-path prepend 111 222
set 1p next-hop .0.22.0

I

route-map Attribs permit 40
|




Using AS_Path Prepending

+ The following are the useful commands for
verifying changes made to the AS_Path PA

length:
+ show ip bgp
+ show ip bgp prefix/prefix-length
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Influencing eBGP Peers with BGP

Multi-Exit Discriminator

>




Default BGP Path Selection Example

ISP-A AS 2

| won't receive ANY
prepended routes!!

Network-X

e
-4 22.22.0.0 116
BGP-Y1

ISP-X AS 1 Customer-Y AS 4

What path would Y1 select
as “Best” for Network-X??

7INE

ISP-B AS 3

® |Left to default values, router Y1 would simply prefer the very first eBGP
update it received (the “oldest”) announcing Network-X




MED

Stands for: Multi-Exit Discriminator
+ Also called the BGP “Metric"

It can be modified to influence the inbound traffic
coming from the neighboring AS.

If the local AS has dual links (from the same

device or a different device) to a same neighboring
AS, inbound traffic can be influenced.

It is not advertised beyond the neighboring AS.
Default = O; A smaller value is preferred. YINE




MED

- Range of values is 0 —4,294,967,295 (2A32 - 1).

- The MED value can be changed using the
command set metric under a route-map entry.
- That route-map is then applied to a BGP neighbor
using the command neighbor route-map

out.
- The direction will always be outbound, to

influence inbound traffic.




MED

+ The following are the useful commands for
verifying changes made to the MED value:
+ show ip bgp
+ show ip bgp prefix/prefix-length




Deterministic MED

MED values received from neighbors of the same
neighboring AS ONLY considered if those updates
come one-after-the-other.

To change this behavior:
+ (config-rtr)#bgp deterministic-med




Deterministic MED

MED values received from neighbors of the same neighboring AS

are ONLY considered if those updates come sequentially one-
after-the-other.

Network Next Hop Metric LocPrf weight Path
192.168.1.4/30 n
2.4.0.4

5 :
AR
Best> | SEIENENE] 7 0 343 222 7 99 2033 i

313.1.0.11 5 0 333 222 7 99 2033 i

4 12.12.12.1 . 0 333 222 7 99 2033 1

0 343 222 7 99 2033 1

6 22.22.22.2 3 0 333 222 7 99 2033 1

® |n this case, because the second, received update also came from
neighboring AS 343, MED was compared and the second update was
deemed to be “best” because of a lower MED.

) -

® Each successive update about this network is ONLY compared against the
current Best Path!

® Updates-3 and 4...MED can’t be compared (different AS) so Update-2 still
best because “Oldest”
) -

® Update-5, MED isn’t compared because (even though it came from AS-343) it
did NOT come sequentially right after Update-2.

® Update-6...MED can'’t be compared (different AS) so Update-2 still best
because “Oldest”




Deterministic MED

(config-rtr)#bgp deterministic-med

Network Next Hop Metric LocPrf weight Path

192.168.1.4/30 D203 9 0 343 222 7 99 2033 i
a
7

Best> | SEIENENE] 0 343 222 7 99 2033 i

v

0 333 222 7 99 2033 i

3 3.1.0.11

4 12.12.12.1 . 0 333 222 7 99 2033 1

0 343 222 7 99 2033 1

6 22.22.22.2 3 0 333 222 7 99 2033 1

® From the IOS docs: Enabling the bgp deterministic-med command
removes any temporal dependency of MED-based best path decisions.
It ensures that an accurate MED comparison is made across all routes
received from the same autonomous system (AS).

) -

® |n this case, because the second, received update also came from
neighboring AS 343, MED was compared and the second update was
deemed to be “best” because of a lower MED.

) -

® Each successive update about this network is ONLY compared against the
current Best Path!

® Updates-3 and 4...MED can’t be compared (different AS) so Update-2 still
best because “Oldest”
) -

® Update-5, MED isn’t compared because (even though it came from AS-343) it
did NOT come sequentially right after Update-2.

® Update-6...MED can'’t be compared (different AS) so Update-2 still best
because “Oldest”




Always-Compare MED

+ MED value not considered when eBGP updates received from
different, neighboring Autonomous Systems.
+ To change this behavior:
+ (config-rtr)#bgp always-compare-med

7~

Net-X: Med=10

ISP-XAS 1
.

Network-X




Always-Compare MED

+ (config-rtr)#bgp always-compare-med

Network Next Hop Metric LocPrf weight Path
192.168.1.4/30 n
2.4.0.4

Best> |VAWEIVEIER 343 222 7 99 2033 i

3 3.1.0.11 333 222 7 99 2033 i

4 12.12.12.1 . 333 222 7 99 2033 1

Best > .32.32. 343 222 7 99 2033 1

6 22.22.22.2 3 0 333 222 7 99 2033 1
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